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import torch

a = torch.tensor([1, 2, 3])

b = torch.zeros(2, 3)

c = torch.ones(3, 3)

d = torch.randn(2, 4) # EXH%H
IKEMIERE

2TKE, AK (m,n)
2—KE&, K (m,n)
TEES D HRENIKE

toxch.zexros(m, n)
toxch.ones(m, n)
torch.randn(m, n)

torch.arange(start, end, step) ZEHY
torch.linspace(start, end, steps) EEHENHES
torch.eye(n) BB
toxch.empty(m, n) KA LRTEF

5 NumPy Hi2(E

t = torch.from_numpy(np_array)
arr = tensor.numpy() # H£ERF
t = torch.as_tensor(np_array)
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IBERIEE

x = torch.tensor([2.0, 3.0],
requires_grad=True)

y = (x ** 2).sum()

y.backward()

print(x.grad) # tensor([4., 6.])
EHMERRE

with torch.no_grad():
pred = model(x) # NBTFHIE
x_det = x.detach() # MIHEHEHHH

HEES
x.requires_grad_(True) [RittERABEEBL

x.grad.zero_() EEREE
x.detach() REI AR ER SERIHFKE
x.grad hIREER R E
TEERE
EXIRE

import torch.nn as nn
class Net(nn.Module):
def _ init_ (self):
super().__init_ ()
self.fcl nn.Linear(784, 128)
self.fc2 nn.Linear(128, 10)
def forward(self, x):
x = torch.relu(self.fcl(x))
return self.fc2(x)

Sequential {25!

model = nn.Sequential(
nn.Linear(784, 256),
nn.RelLU(),
nn.Dropout(0.2),
nn.Linear (256, 10))
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BB
nn.Linear(in, out) 2EER
nn.Conv2d(c_in, c_out, k) 2D#%8, HRMEA/ K
nn.BatchNoxrm2d(n) #t)3—1k
nn.LSTM(in, hidden) NIV ENE
nn.Dropout (p) #EZ 79 p B9 Dropout

nn.Embedding(vocab, dim) HRAZEIRE
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B X Dataset

from torch.utils.data import Dataset, Dataloader
class MyData(Dataset):
def _ init_ (self, X, y):
self.X, self.y = X, y
def _len_ (self): return len(self.X)
def _ getitem (self, i):
return self.X[i], self.y[i]

DataLoader

loader = Dataloader(dataset, batch_size=32,
shuffle=True, num_workers=2)

for batch x, batch y in loader:
output = model(batch_x)

REHIESE

from torchvision import datasets, transforms

t = transforms.Compose([
transforms.ToTensor(),
transforms.Normalize((0.5,), (0.5,))])

data = datasets.MNIST("data", train=True,
download=True, transform=t)
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model.train()
for epoch in range(num epochs):
for X, y in train_loader:
optimizer.zero_grad()
loss = criterion(model(X), y)
loss.backward()
optimizer.step()

il

model.eval()
with torch.no grad():
correct = 0
for X, y in test_loader:
pred = model(X).argmax(dim=1)

correct += (pred == y).sum().item()
WGREFE
model.train() &8 Dropout / BatchNorm JJIIZRAET
model.eval() PRREIHEIEET
optimizer.zero_grad() REEBIBEIHE
loss.backwaxd() HEIFE
optimizer.step() BB

fhiik2s
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import torch.optim as optim

opt = optim.SGD(model.parameters(), 1r=0.01,
momentum=0.9)

opt = optim.Adam(model.parameters(), lr=le-3)

opt = optim.AdamW(model.parameters(), lr=le-3,
weight decay=0.01)

¥ IEIARES
sched = optim.lr_scheduler.StepLR(

opt, step size=10, gamma=0.1)
# JIZEFH: 81 epoch EIAM sched.step()

RLI2EEL
SGD &8, HIAS, 5 momentum BEAMRLT
Adam BIEMNF =R, SR, BRIAEE
Adami Adam + FEFEINE =R
RMSprop HiI&EMZ, E& RNN

e
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nn.CrossEntropyloss() 433 (4N logits, T3 softmax)
nn.BCEWithLogitsLoss() %% (A logits)

nn.MSELoss () B3 (IAHIRE)

nn.L1Loss () El)3 (FEIHRE)

nn.NLLLoss () FIERIAIR (log_softmax f5fEF)

nn.HuberLoss () e&0A HBREERHR)
ERTH

criterion = nn.CrossEntropyLoss()
loss = criterion(logits, targets)
# logits: (batch, classes), targets: (batch,)

B SRR R

def focal loss(pred, target, gamma=2.0):
ce = nn.functional.cross_entropy(
pred, target, reduction="none")
pt = torch.exp(-ce)
return ((1 - pt) ** gamma * ce).mean()

RESME
1R1F/IN% state dict (3E7F)

torch.save(model.state dict(), "model.pt")
model = Net()
model.load state dict(

torch.load("model.pt", weights only=True))

{R7252% checkpoint

torch.save({
"epoch": epoch,
"model": model.state dict(),
"optimizer": opt.state dict(),
"loss": loss}, "checkpoint.pt")

7N&; checkpoint

ckpt = torch.load("checkpoint.pt",
weights only=False)

model.load state dict(ckpt["model"])

opt.load state dict(ckpt["optimizer"])
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GPU

REEE

device = torch.device(
"cuda" if torch.cuda.is available()
else "cpu")

model = model.to(device)

X = x.to(device)

GPUTIH
torch.cuda.is_available() 17 CUDA BB A B
torch.cuda.device_count() GPU #i=Z
torch.cuda.memory_allocated() H&iGPURESLHA (FH)
torch.cuda.empty_cache() BRAERANEEER

% GPU

if torch.cuda.device count() > 1:
model = nn.DataParallel(model)
model = model.to(device)

ERER

WEMIAK

def init weights(m):
if isinstance(m, nn.Linear)
nn.init.xavier uniform_(m.weight)
m.bias.data.fill (0.01)
model.apply(init_weights)

MR

torch.nn.utils.clip_grad_norm_(
model.parameters(), max_norm=1.0)

FER

for param in model.fcl.parameters():
param.requires _grad = False

RSt

total = sum(p.numel()
for p in model.parameters())
trainable = sum(p.numel()
for p in model.parameters()
if p.requires_grad)

refmint.com


https://refmint.com


meta:
  title: "PyTorch 快速参考"
  subtitle: "张量、自动微分、神经网络与训练流程"
  category: "Languages"
  language: "zh-Hans"
  updated: "2026-03-27"

provenance:
  derivation_type: "original"
  effective_license: "MIT"
  source_description: "PyTorch Documentation (pytorch.org)"

sections:
  - title: "张量"
    page_break_before: false
    subsections:
      - title: "创建张量"
        type: code
        content: |
          import torch
          a = torch.tensor([1, 2, 3])
          b = torch.zeros(2, 3)
          c = torch.ones(3, 3)
          d = torch.randn(2, 4)  # 正态分布

      - title: "张量构造函数"
        type: table
        rows:
          - key: "torch.zeros(m, n)"
            desc: "全零张量，形状 (m, n)"
          - key: "torch.ones(m, n)"
            desc: "全一张量，形状 (m, n)"
          - key: "torch.randn(m, n)"
            desc: "标准正态分布随机张量"
          - key: "torch.arange(start, end, step)"
            desc: "等差数列"
          - key: "torch.linspace(start, end, steps)"
            desc: "固定数量的均匀点"
          - key: "torch.eye(n)"
            desc: "单位矩阵"
          - key: "torch.empty(m, n)"
            desc: "未初始化内存"

      - title: "与 NumPy 互操作"
        type: code
        content: |
          t = torch.from_numpy(np_array)
          arr = tensor.numpy()  # 共享内存
          t = torch.as_tensor(np_array)

  - title: "自动微分"
    page_break_before: false
    subsections:
      - title: "追踪梯度"
        type: code
        content: |
          x = torch.tensor([2.0, 3.0],
              requires_grad=True)
          y = (x ** 2).sum()
          y.backward()
          print(x.grad)  # tensor([4., 6.])

      - title: "禁用梯度追踪"
        type: code
        content: |
          with torch.no_grad():
              pred = model(x)  # 仅用于推理
          x_det = x.detach()  # 从计算图中分离

      - title: "梯度控制"
        type: table
        rows:
          - key: "x.requires_grad_(True)"
            desc: "原地启用梯度追踪"
          - key: "x.grad.zero_()"
            desc: "清零累积梯度"
          - key: "x.detach()"
            desc: "返回无梯度历史的新张量"
          - key: "x.grad"
            desc: "访问存储的梯度"

  - title: "神经网络"
    page_break_before: false
    subsections:
      - title: "定义模型"
        type: code
        content: |
          import torch.nn as nn
          class Net(nn.Module):
              def __init__(self):
                  super().__init__()
                  self.fc1 = nn.Linear(784, 128)
                  self.fc2 = nn.Linear(128, 10)
              def forward(self, x):
                  x = torch.relu(self.fc1(x))
                  return self.fc2(x)

      - title: "Sequential 模型"
        type: code
        content: |
          model = nn.Sequential(
              nn.Linear(784, 256),
              nn.ReLU(),
              nn.Dropout(0.2),
              nn.Linear(256, 10))

      - title: "常用层"
        type: table
        rows:
          - key: "nn.Linear(in, out)"
            desc: "全连接层"
          - key: "nn.Conv2d(c_in, c_out, k)"
            desc: "2D 卷积，卷积核大小 k"
          - key: "nn.BatchNorm2d(n)"
            desc: "批归一化"
          - key: "nn.LSTM(in, hidden)"
            desc: "LSTM 循环层"
          - key: "nn.Dropout(p)"
            desc: "概率为 p 的 Dropout"
          - key: "nn.Embedding(vocab, dim)"
            desc: "嵌入查找表"

  - title: "数据加载"
    page_break_before: false
    subsections:
      - title: "自定义 Dataset"
        type: code
        content: |
          from torch.utils.data import Dataset, DataLoader
          class MyData(Dataset):
              def __init__(self, X, y):
                  self.X, self.y = X, y
              def __len__(self): return len(self.X)
              def __getitem__(self, i):
                  return self.X[i], self.y[i]

      - title: "DataLoader"
        type: code
        content: |
          loader = DataLoader(dataset, batch_size=32,
              shuffle=True, num_workers=2)
          for batch_x, batch_y in loader:
              output = model(batch_x)

      - title: "内置数据集"
        type: code
        content: |
          from torchvision import datasets, transforms
          t = transforms.Compose([
              transforms.ToTensor(),
              transforms.Normalize((0.5,), (0.5,))])
          data = datasets.MNIST("data", train=True,
              download=True, transform=t)

  - title: "训练循环"
    page_break_before: false
    subsections:
      - title: "标准训练循环"
        type: code
        content: |
          model.train()
          for epoch in range(num_epochs):
              for X, y in train_loader:
                  optimizer.zero_grad()
                  loss = criterion(model(X), y)
                  loss.backward()
                  optimizer.step()

      - title: "评估"
        type: code
        content: |
          model.eval()
          with torch.no_grad():
              correct = 0
              for X, y in test_loader:
                  pred = model(X).argmax(dim=1)
                  correct += (pred == y).sum().item()

      - title: "训练检查清单"
        type: table
        rows:
          - key: "model.train()"
            desc: "启用 Dropout / BatchNorm 训练模式"
          - key: "model.eval()"
            desc: "切换到推理模式"
          - key: "optimizer.zero_grad()"
            desc: "反向传播前清零梯度"
          - key: "loss.backward()"
            desc: "计算梯度"
          - key: "optimizer.step()"
            desc: "更新参数"

  - title: "优化器"
    page_break_before: false
    subsections:
      - title: "常用优化器"
        type: code
        content: |
          import torch.optim as optim
          opt = optim.SGD(model.parameters(), lr=0.01,
              momentum=0.9)
          opt = optim.Adam(model.parameters(), lr=1e-3)
          opt = optim.AdamW(model.parameters(), lr=1e-3,
              weight_decay=0.01)

      - title: "学习率调度器"
        type: code
        content: |
          sched = optim.lr_scheduler.StepLR(
              opt, step_size=10, gamma=0.1)
          # 训练循环中：每个 epoch 后调用 sched.step()

      - title: "优化器对比"
        type: table
        rows:
          - key: "SGD"
            desc: "简单，需调参，与 momentum 配合效果好"
          - key: "Adam"
            desc: "自适应学习率，收敛快，默认首选"
          - key: "AdamW"
            desc: "Adam + 解耦权重衰减"
          - key: "RMSprop"
            desc: "自适应，适合 RNN"

  - title: "损失函数"
    page_break_before: false
    subsections:
      - title: "常用损失函数"
        type: table
        rows:
          - key: "nn.CrossEntropyLoss()"
            desc: "分类（输入 logits，无需 softmax）"
          - key: "nn.BCEWithLogitsLoss()"
            desc: "二分类（输入 logits）"
          - key: "nn.MSELoss()"
            desc: "回归（均方误差）"
          - key: "nn.L1Loss()"
            desc: "回归（平均绝对误差）"
          - key: "nn.NLLLoss()"
            desc: "负对数似然（log_softmax 后使用）"
          - key: "nn.HuberLoss()"
            desc: "鲁棒回归（对异常值不敏感）"

      - title: "使用示例"
        type: code
        content: |
          criterion = nn.CrossEntropyLoss()
          loss = criterion(logits, targets)
          # logits: (batch, classes), targets: (batch,)

      - title: "自定义损失函数"
        type: code
        content: |
          def focal_loss(pred, target, gamma=2.0):
              ce = nn.functional.cross_entropy(
                  pred, target, reduction="none")
              pt = torch.exp(-ce)
              return ((1 - pt) ** gamma * ce).mean()

  - title: "保存与加载"
    page_break_before: false
    subsections:
      - title: "保存/加载 state dict（推荐）"
        type: code
        content: |
          torch.save(model.state_dict(), "model.pt")
          model = Net()
          model.load_state_dict(
              torch.load("model.pt", weights_only=True))

      - title: "保存完整 checkpoint"
        type: code
        content: |
          torch.save({
              "epoch": epoch,
              "model": model.state_dict(),
              "optimizer": opt.state_dict(),
              "loss": loss}, "checkpoint.pt")

      - title: "加载 checkpoint"
        type: code
        content: |
          ckpt = torch.load("checkpoint.pt",
              weights_only=False)
          model.load_state_dict(ckpt["model"])
          opt.load_state_dict(ckpt["optimizer"])

  - title: "GPU"
    page_break_before: false
    subsections:
      - title: "设备管理"
        type: code
        content: |
          device = torch.device(
              "cuda" if torch.cuda.is_available()
              else "cpu")
          model = model.to(device)
          x = x.to(device)

      - title: "GPU 工具"
        type: table
        rows:
          - key: "torch.cuda.is_available()"
            desc: "检查 CUDA 是否可用"
          - key: "torch.cuda.device_count()"
            desc: "GPU 数量"
          - key: "torch.cuda.memory_allocated()"
            desc: "当前 GPU 显存占用（字节）"
          - key: "torch.cuda.empty_cache()"
            desc: "释放未使用的缓存显存"

      - title: "多 GPU"
        type: code
        content: |
          if torch.cuda.device_count() > 1:
              model = nn.DataParallel(model)
          model = model.to(device)

  - title: "常用模式"
    page_break_before: false
    subsections:
      - title: "权重初始化"
        type: code
        content: |
          def init_weights(m):
              if isinstance(m, nn.Linear):
                  nn.init.xavier_uniform_(m.weight)
                  m.bias.data.fill_(0.01)
          model.apply(init_weights)

      - title: "梯度裁剪"
        type: code
        content: |
          torch.nn.utils.clip_grad_norm_(
              model.parameters(), max_norm=1.0)

      - title: "冻结层"
        type: code
        content: |
          for param in model.fc1.parameters():
              param.requires_grad = False

      - title: "模型参数统计"
        type: code
        content: |
          total = sum(p.numel()
              for p in model.parameters())
          trainable = sum(p.numel()
              for p in model.parameters()
              if p.requires_grad)
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